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Abstract—We analyse the longitudinal mobility data from a
sequence mining perspective using a technique that discovers
behavioural constraints in sequences of movements between
venues. Our goal is to discover distinctive behavioural patterns in
the sequences relative to when in the day they were formed. We
analyse sequences of venues as well as sequences of subcategories
and categories to discover how people move through Tokyo.

I. INTRODUCTION

In this project, we look at the longitudinal mobility data
set from a sequence mining perspective. The movements of
individuals across time can be viewed as sequential data
where each location is an item in the alphabet of venues
and a sequence is comprised of an ordered list of locations
that describe people’s behaviour when moving through a
city. In particular, we apply a novel and powerful sequence
mining technique called the interesting Behavioural Constraint
Miner or iBCM [1]. The technique is capable of discovering
expressive and concise patterns using behavioural constraint
templates, such as simple occurrence, looping and position
in a sequence. In addition, the technique can discover the
absence of a particular behaviour, such as the co-existence
of two items, which is interesting for the understanding of
urban mobility patterns. The output of iBCM is a set of fea-
tures that represent behavioural constraints in the sequences.
Subsequently, supervised analytics techniques can be applied
to the feature set to discover meaningful patterns, interesting
signals and to classify the sequences.

The goal of this project is to discover distinctive and
discriminating behavioural constraints in mobility sequences
during different periods of the day. In the context of urban
mobility we take a fine-grained look to the venues to see how
individuals travel through a city. We apply iBCM to commute
sequences and use its window-based approach to discover
particular behaviour in certain time periods. We apply the
technique in a supervised setting with the goal of classifying
the sequences with respect to the part of day. For urban growth
and dynamics, we consider, on the one hand, the subcategory
and, on the other hand, the category of the venues. Thereby,
we analyse sequences of categories, i.e., whether they are
for example Residence, Food, or Travel & Transport, or of
subcategories. Interesting behavioural constraint templates in
this case could be whether after visiting a museum do people
go to a restaurant and whether the restaurant is close to
the museum or is public transport needed to get there. For
this application, our goal is again to classify the sequences

TABLE I
AN EXAMPLE OF VENUES, THEIR SUBCATEGORY AND CATEGORY

Venue Subcategory Category
Leuven train station Train Stations Travel & Transport
Bart’s bar Bars Nightlife Spots
Eskimo attire Clothing Stores Shops & Services
Moskow Meals Russian Restaurants Food

with respect to the part of day and to study the feature sets
generated by iBCM to discover behavioural constraints that are
prominent at each time. This look at urban dynamics allows
us to study in which context event interactions happen and
could also be applied for location intelligence. Our analyses
transition from a fine grained view of movements between
venues to an aggregated approach that looks at mobility in
the broader sense using categories. This gives alternative
perspectives of urban dynamics and behavioural patterns in
the context of venue interaction.

Our approach consists of three steps, namely building
networks of venues and the movements between them, the
generation of pseudo sequences that represent the collective
behaviour of the population as it moves through the city, and
the subsequent sequence classification and constraint mining.
As the data is too aggregated to analyse the mobility sequences
of individuals, we will extract pseudo sequences from the
networks built using information about individual movements
between venues. The networks thus represent the collective
movements of the population.

For our analyses we focus on Tokyo and the months April,
May and June 2017.

II. NETWORK BUILDING

We make networks at three levels of granularity: venue(V ),
subcategory(S) and category(C). Table I shows an example
of a few venues together with their corresponding subcat-
egory and category. The venue networks are created using
the aggregated movements between venues. To create the
subcategory and category networks, we replace the venues
by their corresponding subcategory or category, respectively,
and aggregate the edges. To distinguish mobility behaviour
at different times of the day, we build separate networks
for each time period. The time periods are morning(MO),
midday(MI), afternoon(AF ), night(NI) and overnight(OV ).
The definition of the time periods can be seen in Table II.
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Fig. 1. Tokyo category networks.

We denote the networks using the granularity as a subscript
and the part of day as a superscript. For example, NMO

V is
the morning venue network and NNI

S is the night subcategory
network. The venue networks have 58 thousand nodes, the
subcategory networks have 456 nodes and the category net-
works have 10 nodes. All the networks are directed, indicating
a movement from one location to another, and weighted by
the number of movements in the given time period. Figure 1
shows category networks for Tokyo in June 2017 for different
parts of the day. The network on the left in the top row shows
peoples movements during midday and the network on the
right in the top row shows the movements in the afternoon.

TABLE II
THE TIME PERIODS

Part of day Start hour End hour
Morning 6:00 10:00
Midday 10:00 15:00
Afternoon 15:00 19:00
Night 19:00 24:00
Overnight 24:00 6:00

The networks in the bottom row show, from left to right,
movements in the morning, night and overnight. Although
the networks appear very similar, there are some noticeable
differences. For example, at midday Residences have no self
loops and there are no movements from Events to Nightlife
Spots. In addition, in the afternoon the weights on the edges
from Food to Travel & Transport and from Travel & Transport
to Food are almost the same, whereas at midday the weight on
the edge from Travel & Transport to Food is 36% higher than
on the edge in the opposite direction. The overnight network
is also less densely connected than the other networks.

III. PSEUDO SEQUENCE GENERATION

As we do not have individual mobility sequences, we
generate pseudo sequences that portray the collective mobility
of the population. The pseudo sequences are generated by
initialising a number of random walks in the networks. These
random walks give a representation of the movements between
venues and are used in lieu of sequences. In the networks,
we know for certain that transitions from A to B and from
B to C happen, but we do not know if the order of these



transitions is from A to B to C. However, with an assumption
that some people have moved more than once around the city,
and given that there is a high chance for the location B to be
followed by C, we can conclude that some people who moved
from A to B continued their way with a movement from B
to C. Furthermore, as we generate a considerable number of
such random walks, we capture the variability in movements
with more common behaviour appearing more frequently in
the sequences. Thus, with such pseudo sequences we get an
approximation of the average movements. We consider random
walks of length 10, 20 and 30.

From the venue networks NV we get venue sequences
SV in which we replace the venues with their corresponding
subcategory and category to obtain the sequences SV→S and
SV→C . From the subcategory networks NS we obtain sub-
category sequences SS and we replace the subcategories with
their corresponding category to obtain the category sequences
SS→C . Finally, from the category networks NS we obtain the
category sequences SC .

A pseudo sequence for a venue network with the venues in
Table I could for example be

Leuven train station→Eskimo attire→Moskow Meal→Leuven train station ∈ SV

with the corresponding subcategory and category sequences

Train Stations→Clothing Stores→Russian Restaurants→ Train Stations ∈ SV →S

Travel & Transport→Shops & Services→Food→Travel & Transport ∈ SV →C .

The first sequence is very detailed since it shows movements
between exact locations. As there are 58 thousand venues there
is a lot of variability in the sequences. The venue networks
furthermore have multiple small components of only one or
two nodes, which means that these venues are never together in
a sequence with the majority of venues. The second sequence
on the other hand shows a more eminent mobility pattern and
the same holds for the third sequence, where the pattern is
even more high-level.

The sequences are labelled according to which part of day
network they come from.

IV. SEQUENCE CLASSIFICATION AND CONSTRAINT
DISCOVERY

iBCM is a state-of-the-art sequence classification technique
that discovers discriminative patterns from sequential data. The
behavioural constraints mined by iBCM are based on Declare
language. iBCM is a direct sequence classification technique,
which means that it generates sequential patterns separately for
each class of sequences. Next, each sequence is transformed
to a feature vector with binary features indicating whether
a certain pattern is present in the sequence. Subsequently, a
predictive model is built based on these features.

We look into 5 classes of sequences that represent 5
time periods described above (morning(MO), midday(MI),
afternoon(AF ), night(NI) and overnight(OV )). iBCM derives
binary features, which are subsequently used in a classification
algorithm. During the feature generation procedure, we vary
the support level (the percentage of sequences that contain a

certain sequential pattern) from 0.4 to 0.8 with 0.1 intervals,
thus obtaining 5 different feature sets for each dataset. Next,
we apply a Random Forest algorithm, chosen because of its
fast and efficient performance.

V. RESULTS

Table III presents an overview of the accuracy (acc) and
lift results produced by iBCM and Random Forest, as well as
the number of behavioural constraints generated for different
pseudo sequences. The results are calculated using 10-fold
cross validation. For each dataset, we only present the results
for the support level (sup) that gave the best accuracy.

TABLE III
CLASSIFICATION RESULTS FOR PSEUDO SEQUENCES GENERATED FROM

NETWORKS WITH DIFFERENT PARAMETERS

Granularity L Type Month Sup Con Acc Lift
category 10 C 4 0.5 24 1.0 4.9
category 10 S 4 0.7 23 0.99 4.51
category 20 C 4 0.7 20 0.99 4.9
category 20 S 4 0.8 22 0.87 4.54
category 20 V 4 0.4 36 0.96 3.44
subcategory 10 S 4 0.6 14 0.67 2.74
subcategory 10 V 4 0.5 10 0.74 3.09
subcategory 20 S 4 0.5 31 1.0 4.54
subcategory 20 V 4 0.4 15 0.85 2.30
category 10 C 5 0.7 24 0.86 3.35
category 10 S 5 0.7 24 0.87 3.24
category 10 V 5 0.4 28 0.97 3.4
category 20 C 5 0.8 23 0.99 4.99
category 20 S 5 0.8 23 0.87 4.59
category 20 V 5 0.4 41 0.99 3.39
subcategory 10 S 5 0.6 14 0.66 2.67
subcategory 10 V 5 0.5 10 0.71 1.85
subcategory 20 S 5 0.5 41 0.99 4.59
subcategory 20 V 5 0.4 20 0.85 2.3
category 10 C 6 0.5 24 0.85 4.99
category 10 S 6 0.6 19 0.99 4.53
category 10 V 6 0.4 28 0.97 3.44
category 20 C 6 0.8 22 0.84 4.99
category 20 S 6 0.8 23 0.87 4.54
category 20 V 6 0.4 36 0.99 3.44
subcategory 10 S 6 0.6 19 0.83 4.54
subcategory 10 V 6 0.5 12 0.74 3.09
subcategory 20 S 6 0.5 26 0.99 4.54
subcategory 20 V 6 0.4 18 0.87 2.48

It can be observed that the accuracy results obtained by
iBCM and Random Forest are relatively high, ranging from
0.66 to 1.0. Such high accuracy obtained in multi-class clas-
sification confirms that iBCM was able to find patterns that
were discriminating between the classes.

Some examples of the observed patterns for different se-
quences are listed in Tables IV and V, which illustrate be-
haviour in April and May 2017. For example, the pattern
Existence3(Travel & Transport) in Table IV indicates that
Travel & Transport item occurred at least 3 times during a
certain window in the morning, which confirms the intuition
that people tend to use several types of transportation in a
sequence to commute to work in the morning. Similarly, we
can conclude that at lunchbreak people tend to use transport
to get to a restaurant, that they are less likely to visit Colleges
& universities in the afternoon, they go from shops to the train



station in the evening, and, finally, that they will to a lesser
extent visit restaurants during the night.

Similar patterns occur in Table V. We can observe that
people tend to visit some food places in the morning, followed
by commuting to work. Then, during lunchbreak, some people
might use transportation to visit Shops & Services. Finally,
it can be concluded, that the restaurants don’t get visits in
the afternoon, Colleges & Universities are not visited in the
evening, and Shops & Sevices are not visited at night.

TABLE IV
EXAMPLES OF CONSTRAINTS DERIVED BY IBCM (TYPE = VENUE,

GRANULARITY = CATEGORY, L = 20, MONTH = MAY)

Label Constraint
MO Existence3(Travel & Transport)
MI CoExistence(Travel & Transport, Food)
AN Absence(Colleges & universities)
NI CoExistence(Shops & Services, Travel & Transport)
OV Absence(Food) 1, Absence(Food)

TABLE V
EXAMPLES OF CONSTRAINTS DERIVED BY IBCM (TYPE = SUBCATEGORY,

GRANULARITY = CATEGORY, L = 20, MONTH = APRIL)

Label Constraint
MO CoExistence(Food, Travel & Transport)
MI CoExistence(Travel & Transport, Shops & Services)
AN Absence(Food)
NI Absence(Colleges & universities )
OV Absence(Shops & Services)

In terms of the influence of various parameters on classifi-
cation results, we make the following observations:
• We generate sequences of 3 possible lengths (L): 10, 20

and 30 items. For sequences with L = 30 no features
were obtained, which is in line with intuition that no
meaningful sequences of so many movements could be
possible within one time period. The results for L=10
and L=20 are similar, however, there is a slight tendency
for the accuracy to be higher for longer sequences with
the average accuracy of 0.85 and 0.93, respectively. This
confirms the expectation that longer sequences could
potentially contain more information; however, in the
context of this study, there is a clear limitation to a length
of pseudo sequences that can still be realistic.

• The sequences with 3 different levels of granularity are
analysed: category, subcategory and venues. The latter
didn’t yield any results, because the alphabet of possible
venues was simply too large (58 thousands), making it
challenging to search for patterns in short sequences of
length 10-20. The average accuracy results for subcate-
gory and category are 0.83 and 0.93, respectively. Thus, it
is possible that more interesting patterns can be extracted
when looking at the movements between venues from a
more general perspective. However, more experiments are
needed to confirm this observation.

• Finally, there is no clear tendency for a certain type of
network generation to produce better results.

VI. CONCLUSION

In this project we used a sequence classification technique
to discover behavioural patterns that are distinctive in mobility
patterns during different parts of the day. The high accuracy
levels the we obtained show that the pseudo sequences that we
generated from the venue, subcategory and category networks
contain constraints that are distinct and discriminative for the
various parts of the day. The technique is fairly good at
detecting these constraints, which in addition are intuitive.
They provide an understanding of urban mobility and the
specific constraints in sequences from each class could be used
to improve transport and accessibility in the city.

For future work, we would like to to carry out the same
analysis for the other cities that were provided to see if the
mobility patterns are universal. If they are not, we could
apply the same technique to classify the cities and discover
patterns that are unique for each city. We would have liked
to work with real sequences for our analyses, but the data
was aggregated for privacy reasons. However, the pseudo
sequences provided a representation of movements between
venues that were both logical and plausible in the context of
urban mobility throughout the day. It would be very interesting
to apply iBCM to individual mobility sequences to see how
well they are approximated by the pseudo sequences.
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